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Seminar on Information Management

HP Labs, the corporate research arm of HP, celebrates its 40th anniversary this year. HP Labs China was launched in November 2005, with the mission of partnering with Chinese research communities to create innovations in information technologies for the China region and for HP globally. The China Lab’s initial research scope includes scalable infrastructure for data management and service integration, digital content management, and industry solutions.  This seminar consists of 4 technical presenations, and is intended to introduce some of the work of the key researchers affiliated with HP Labs China in the area of information and content management, and to explore collaboration opportunities.  

Presentation 1 - Business Process Intelligence 

Abstract: Recently, we have seen the increasing adoption of business process automation technologies (and emerging standards for business process orchestration) by enterprises, as a means of improving the efficiency and quality of their internal operations, as well as their interactions with other enterprises and customers as they engage in e-business transactions. The next phase of evolution is the development and use of business process intelligence technologies, which allow the intelligent enterprise to monitor its business processes and the surrounding environment, to mine the data it collects about the processes to understand how it is meeting its business objectives, and to control and optimize its operations to meet those business objectives. Decisions are made quickly and accurately to modify business processes on the fly, dynamically allocate resources, prioritize work, or select the best service providers. This talk will describe challenges in managing and optimizing the business processes of an intelligent enterprise. We will describe technology approaches that we are pursuing at HP Labs., the progress we have made, and some open research questions. 

Speaker: Umeshwar Dayal

Umeshwar Dayal is an HP Fellow at Hewlett-Packard Laboratories, Palo Alto, California. Umesh has over 25 years of research experience in data management. His current research interests are in data mining, business process management, and decision support technologies, especially as applied to e-business. Prior to joining HP Labs., he was a senior researcher at DEC's Cambridge Research Lab., Chief Scientist at Xerox Advanced Information Technology and Computer Corporation of America, and on the faculty at the University of Texas-Austin. He has published extensively and holds several patents in the areas of database systems, transaction management, workflow systems, and data mining. He is on the Editorial Board of four international journals, has co-edited two books, and has chaired and served on the Program Committees of numerous conferences. He is a member of the Board of the VLDB Endowment, a founding member of the Board of the International Foundation for Cooperative Information Systems, and a member of the Steering Committee of the SIAM Data Mining Conference. In 2001, Umesh and two co-authors received the VLDB 10-year Best Paper Award. Umesh received his PhD from Harvard University.  You can reach him at umeshwar.dayal@hp.com 
Presentation 2 - Research Issues on Scalable, Real-Time and Active MPP based Data Warehouse

Abstract: A scalable, Real-Time Active Data Warehouse (RTADW) is constructed around the notions of Operation Data Store (ODS) and Zero Latency Enterprise (ZLE), for information integration, consolidation, management and utilization. 

A RTADW maintains transaction data, archival data (e.g. facts), lookup data (e.g. dimensions), and even content-based data. It also contains both raw facts and summarized, derived or analyzed information. Thus, a RTADW plays the roles of the operational databases as well as the traditional data warehouses, provides an information hub for integrating and consolidating multiple data sources, and supports various applications involving queries, updates, summarization and drilldown/drill-through. 

The challenges for RTADW are the centralization and consolidation of information, and the integration of business activities and processes in response to information changes. The basic requirements for the core DBMS include scalability, high-throughput, near-real-time query and updates, which require revisiting many aspects of DBMS from system architecture to database application optimization.

Speaker: Qiming Chen

Qiming Chen is a senior research scientist in HP Labs, with expertise in database, data mining and enterprise system architecture. He served or chaired more than twenty program committees of international conferences, authored over eighty refereed technical publications, and had over twenty US patents granted or filed. Having contributed to the research programs in Intelligent Information Solution, Data Mining, Distributed Middleware, and Database Technology Departments of HP Labs, Qiming is now working in HP Lab China, dedicating to very large scale information system consolidation and management. He received his Ph.D degree from Tsinghua University. You can reach him at qiming.chen@hp.com.

Presentation 3 - Algorithms for data mining and optimization 

Abstract:  This talk introduces two algorithms that the speaker has developed for business intelligence.  The first is a new flow-balancing method for parametric maximum-flow/minimum-cut Problems. The nested sequence of minimum-cuts of a parametric bipartite network can be found by finding a special state of flows, using the flow-balancing method, in a derived non-parametric network.  This new method produced very simple and fast algorithms for real-world problems.  We have applied it to revenue coverage optimization problems that are modeled as parametric maximum-flow problem with thousands of vertices and millions of arcs.  

The second is a  new center-based clustering algorithm -- K-Harmonic Means and Regression Clustering. The underlying principles of these algorithms will be explained. The performance of three center-based clustering algorithms, K-Means, K-Harmonic Means, and EM, will be demonstrated in real time to show how the new algorithms outperform the conventional ones.   

Speaker: Bin Zhang

Bin Zhang is a senior research scientist at HP Labs. He joined HP Labs in 1999 and has focused on data mining, machine learning and optimization. Bin also worked on other mathematical modeling problems, such as performance modeling for parallel databases. He is interested in developing practical algorithms and apply them to real-world problems.  He holds a M.S. in Mathematics from Nankai University, Tianjin, China, and a Ph.D. in Computer Science from Harvard University. You can reach him at bin.zhang@hp.com 

Presentation 4 - Selected Research Activities in Content Management and Organization
Abstract: One of the research threads we are pursuing at HP Labs is content management and organization. Today, there is a huge amount of  information on the internet, and the volume continues to grow. Search engines are an effective way to find general contents on the web, but not very useful for finding domain specific information. For example, there are a lot of educational material on the web. But if we want to find all the course websites for "computer architecture" classes taught at different schools, we cannot use general purpose search engines such as Google to easily generate a list. Therefore, we need systems to better organize the contents in individual domains to better support searching and browsing in those domains.

In this talk, we present two on-going projects that try to build such systems. Both projects are collaborations between HP Labs and Chinese universities.  In the first one, we build a system to manage the digital artifacts in university museums in China by standardizing the metadata format at each digial museum, and consolidating the contents and the associated metadata in a central place, so that users can easily perform parametric search on the collection as a whole.  In this regard, this project focuses on handling   explicitly structured metadata. In the second project, we build a system to organize online course materials so that users can easily find them from a central portal. The diversity of the course content providers around the world  precludes the use of a single metadata standard. Therefore, we explore data mining technologies to semi-automatically extract metadata from unstructured contents. We will also study ways to build data models to organize the courses into a meaningful hierarchy. 

Speaker: Yuhong Xiong

Yuhong Xiong is a research scientist at Hewlett-Packard Laboratories. He joined HP Labs at Palo Alto, California in 2002 and is now a menber of HP Labs China. Besides HP, Yuhong has also worked at several other companies, including IBM Almaden Research Center, Synopsis Corp., Acuson Corp. (now a Siemens company), and Optimedx Inc. Yuhong's research interest includes content management, Web services, content delivery, P2P systems, signal processing and communication. Yuhong received a BSEE from Tsinghua University, a MSEE from the University of Washington at Seattle, and a Ph.D. from University of California at Berkeley. You can reach him at yuhong.xiong@hp.com.

